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PROBLEM & MARKET STRUCTURE

Research Question

_‘6’_ How to forecast total auction volume in the NASDAQ closing cross 60 seconds ahead,
= using NOII auction-state data from real markets?

in the final 10 minutes before the 16:00 close.

The prediction target is total auction interest {matched size + imbalance size)

@ We use NASDAQ's Net Order Imbalance Indicator (NOII) data, published every 10 seconds
@ shifted forward by 6 buckets (60 seconds).

We first characterize the temporal structure of real closing-auction data and identify
which features carry predictive information at different stages. We then approach the
same forecasting problem from three directions:
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Standalone
neural models

Research Strategy

Time-aware HMD +

linear & tree models i neural residual learning

« HMD baseline captures
temporal structure

= Time-varying relationships » End-to-end representation

Forecast next

» Regime-dependent signals + Nonlinear feature learning 80 seconds

+ Neural nets learn residuals

From Kaggle Benchmark to Real Market Data

Optiver Kaggle 2023 Benchmark Our Real Market Dataset

~200 anonymized stocks 100 NASDAQ-100 constituents

480 trading days )) 122 sessions (Jan. 6 to Jul. 2, 2025)

Two-stage HMD + neural pipeline 658,800 NOII snapshots

found HMD IC = 0.824
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HMD reaches IC = 0.944

o This provides the real-market setting in which the three modeling approaches are evaluated.

What Does the Auction Structure Tell Us?

o Strong intraday structure:
a single forecasting relationship
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e Predictive features change Feature Importance in Time-Aware Tree Model (by Regime)
across regimes

Imbalance size is the strongest raw 0.6
feature during ramp-up (Spearman 0.5 4

p = 0.33), primarily through magnitude | 0.34
rather than direction. During the N
transition, however, volume rate of
change briefly surpasses it (p = 0.44
for two to three buckets around 280 s).

Thus, the relevant market information
changes with auction phase: no single
static feature weighting serves the
full window.
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_“’_ Taken together: auction predictability depends not only on the current order-book state,

— but also on where the auction is in its intraday evolution.

Supervised by Professor Ali Hirsa, Will Duan, and Jiayi Hu

Approach 1: Time-Aware Linear & Tree Models

@ Motivation / Question Results
The auction profile changes sharply across time, MAE (shares) R
while persistence is already a strong baseline. BOK - o 57.8K
We first ask whether explicitly conditioning on = 'L l
auction timing is enough to obtain strong forecasts | Per-stock 751K
with simple models, without neural networks. 60K - *
@ Methadulngy SOK - Per-stock + regime 50.9K
We progressively condition models on stock, *
- ; = 40K - Per-stock + hot
auction regime, and exact 10-second snapshot. Sr=SOCK T+ SpS 339K *
A single per-stock regression averages across o 4 J,
imes; per-regime fits allow the relationshi | e - o e e S e
b o i E S s Forest + regimea 343K = 34K plateau
to change across ramp-up, transition, and 20K -

plateau; per-snapshot fits use a separate model
at every 10-second bucket. A regime-conditioned
random forest provides a nonlinear tree benchmark.

——  Explicit time conditioning reduces MAE by
41% vestus persistence, with the best
linear model reaching 33,876 shares. The
random forest reaches 34,287 shares,
bringing two model families to nearly the
same error level.

This result connects directly to the EDA:
axplicithy representing whene the auction
is in time captures much of the
predictable structure,

Approach 2: HMD + Neural Residual Learning

@ Motivation / Question
Simple time-aware models perform strongly, but the previous Kaggle study used a two-stage
HMD + neural framework. We therefore reproduce this approach on real Databento data and
ask whether a neural residual model can add predictive information beyond a strong historical baseline.

@ Methodology

HMD
Historical mean
difference

Final Prediction

* Residual Meural Moadel ’
(HMD + Residual)

{Actual - HMD) (TCN)

HMD {Historical Mean Difference) compares the current auction state with the expanding-window
historical average for the same stock and time bucket, using only past data to prevent look-ahead bias.
The neural network does not predict volume from scratch; it learns only the component left unexplained by HMD.

Results

» HMD alone reduces MAE by roughly 45% versus last value.
« Adding TCN provides a further 14.5% MAE reduction and 13.4% RMSE reduction.
« The gain is concentrated in ramp-up (=14% RMSE) and transition (=15%);
in the plateau, HMD already reaches 1.4% SMAPE and neural correction adds no value.

Stage-2 Architecture Comparison .: Do different Stage-2 @ Accuracy versus

architectures help? calibration
Model MAE (shares) Ic

Five architectures (GRU at three sizes, Optuna tuning with asymmetric

HMD only 40,912 0.7926 TCN, and MLP: 2,945-65,025 Huber loss (a = 0.725) reduces
parameters) cluster tightly within systematic over-prediction bias from

HMD + TCN-medium (sym, a = 1) 37,355 0.8142 residual IC = 0.313-0.326. +6,916 to +1,981 shares (—71%)
Mo architecture has a clear edge, without improving headline accuracy.

HMD + TCN-medium [asym, o = 0.5) 35,425 0.8360 suggesting that increasing neural This shows that model quality can

capacity does not materially improwve
the residual signal.

also depend on calibration, not
only aggregate error.

,-/1 Key takeaway: The end-to-end model with calibrated loss (asym a = 0.5) achieves the
|_I_I_I lowest MAE (35,425 shares) and the highest IC (0.8360).

Approach 3: Standalone Neural Models

® Motivation / Question
A complementary approach is to learn the forecasting relationship directly from market snapshots, without explicitly supplying HMD.

We ask how far neural models can go when the temporal structure must be learned from the input data itself.

Methodology

A separate Q1 experiment uses 62 trading days and 334,800 observations. The target is the scale-normalized log-growth

log(V,., s0/V:), with chronological train/validation/test splits. MLP, GRU, and TCN architectures are compared without an HMD stage.

Results Test Set Performance
Model MAE (shares) RMSE (shares) SMAPE IC
Maive (Last Value) 60,365 123,449 0.0874 —
MLP (2 layers) 55,072 97,351 0.0838 0.478
GRU (32 units) 52,268 95,485 0.0807 0.558
TCHN (32 channels) 51,782 95,951 0.0794 0.561

/ Standalone neural models beat the naive baseline across all metrics.

These models must learn auction phase and persistence
ol lI TCHN achieves the best overall performance, with IC == 0.56.

internally fram data, without an explicit HMD baseline.

From Three Approaches to One Picture

The three approaches provide complementary evidence. Simple models perform strongly when
time is represented explicitly; HMD captures most of the predictable historical structure and
neural residual learning provides a smaller additional gain; standalone neural models recover
substantial signal but remain below the time-conditioned approaches.

@f We therefore compare the approaches directly: where does performance converge,
and where does the remaining error come from?

100 NASDAQ-100 stocks = 122 trading days = 2026

RESULTS & INTERPRETATION

What Do the Three Approaches Agree On?

The convergence is important because

the three approaches reach essentially
the same error level through different

empirical cefling mechanisms: explicit time conditioning,

remarkably narrow error band, while the standalone 5 historical decomposition, and

: residual neural learning.

v/| Convergent evidence: a ~34K MAE ceiling @

The three time-aware modeling familles converge to a

neural baseline remains substantially worse.

Linear 33,876

= _ 34,287 4.l This suggests that the remaining
s ! -O- error is primarily structural and
| = data-limited, rather than simply

HMD + Neural 34,972 caused by insufficient model capacity.

: 51,930 “

Neural only “Where we are in the auction”
| matters more than
Persistence 57,817 “what the order book looks like.” ,,

Permutation importance supports this interpretation:
I scrambling the timestamp in the tree models costs
.I 57530 MAE versus a base of 34,838, while matched
size, imbalance, and reference price contribute only
4,437, 1,828, and 1,826 respectively. On the HMD
side, Stage 1 already achieves IC = 0.944, |eaving
only a thin residual for Stage 2.

MAE reached independently by
linear, tree, and HMD + neural models

Where Does the Remaining Error Come From?

v'| The transition is the shared bottleneck i g A e R & Mgl
100K - 504K
The hardest window
m across modeling approaches 80K -
64.1K 854K

The three approaches do not fail uniformly across the w BO0K 1 oo
action. The 250-310 s transition is consistently the = 37.0K £
most difficult part of the forecasting problem. 40K - )

: : ool 19.0K 203K g ok ATNEEE
Simple models show their largest errors in this interval. 20K — I
The HMD + neural pipeline obtains its largest incremental l
gain here (~15% RMSE), yet substantial residual error 0 __l . ] li
remains. In the standalone neural experiment, stock-day Ramp-up Transition Plateau
IC falls from above 0.92 in the early regime to (0-250 s) (250-310 s) (310 s+)

approximately zero during transition.
* All three approaches struggle most in the transition

Why Is the Transition Hard?

Evidence of structural drift between Q1 and Q2

o Mon-stationary and asynchronous

predictive information Metric Q1 (Jan-Mar) Q2 (Apr-Jun) Evidence
280 s 300 s 310 s Transhiontiming | ~280-310s  Sarier &more Sasiah 3 TRINRing
I I\ i % gradual challenge is
v o ~1.20x ~1.33x level drift therefore
Volume velocity  Imbalance + Spread (Q1~+Plateau) -
: structural drift,
peaks matched size responds Cross-day CV hich 1015 oMicnaE greater a
[transition) ™ PR hig instability not simply
KTF Freélcmrﬁ Beay a:fdlﬁemm :mes., o th; Spread-target positive early, reverses sign mechanism level drift.
relative impartance of features changes rapidly relationship near zero later between quarters drift

within the transition window.

What We Learned & Where to Go Next?

What We Learned Future Directions
o 1. Temporal structure is the dominant source of predictability. Data-driven transition boundaries.
Explicit time conditioning reduces MAE by 41%, and the linear, tree, ] g Replace the fixed 280-310 s window with a volume
and HMD + neural approaches converge near a 34K MAE band. rate-of-change threshold or changepoint detection to track

2. HMD captures most of the predictable historical structure. £roSa-aran cRNER SIEk-(evElivariatick:

On real NASDAGQ-100 data, HMD reaches IC = 0.944, while neural
residual learning provides a smaller but measurable additional gain. o4

0 Regime-aware feature weighting.
Imbalance dominates ramp-up while velocity dominates
0 transition. Attention or mixture-of-experts mechanisms
could learn this time-dependent feature switching.

Adaptive HMD.

3. The transition regime is the shared unresolved bottleneck.
It combines rapidly changing feature importance with drifting

<< <

regime boundaries, producing the largest errors across approaches. — i ) - )
. h ! --...-;1, Rolling or exponentially weighted HMD variants may adapt
4. More model capacity is not the main solution. — faster to the quarterly drift while preserving the stability of

Larger neural architectures de not materially improve residual IC,
whereas asymmetric loss reduces systematic prediction bias by 71%.

the historical baseline.

_~o" Overall Takeaway

The predictability ceiling in closing-auction forecasting is set by non-stationary temporal structure,
not model capacity: three independent modeling families converge to the same error, and the
binding constraint is a 60-second transition window whose timing, feature relevance, and shape
drift across quarters.
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